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Instructions

Read once a day until April 2010. Then read once a day until April
2010. . . .

Here is an outline of some important facts and confusions about recursion. The
exercises should be attempted as they are reached in the handout.

Fact 1: Always Include a Base Case

A base case for a recursive algorithm is a subproblem that we can solve without
making another recursive call. The base case has to be so simple that we can look
at it and say, “oh, I know the answer to this without doing anything”.

Here is an example. Let’s say we want a recursive function to find the sum of
an array1. If I give the array [2, 6, 1], I expect the answer 9.

What is the base case? Well, it’s very easy to find the sum of a piece of an
array with only one element. If we want the sum of [6], we can immediately
conclude that the answer is 6 without doing any extra work.

What about the recursive case? If we want the sum of array [2, 6, 1], then
we could find the sum of array [6, 1] and add 2 to that result. All of this leads
to the following recursive algorithm:

#include <stdio.h>

int arraySum (int i, int n, int a[n]) {

if (i == n-1)

return a[i];

return a[i] + arraySum (i + 1, n, a);

1You can absolutely do this with a loop, and you probably should. Many recursive functions
with only one recursive call can be written more simply as a loop.

1



}

int main (void) {

int a[] = {2, 4, 5};

printf ("%d\n", arraySum (0, 3, a));

return 0;

}

Hmmm. Perhaps the following version is more clear: it makes it explicit that
we do the recursive call exactly when the base case does not hold.

int arraySum (int i, int n, int a[n]) {

if (i == n-1)

return a[i];

else

return a[i] + arraySum (i + 1, n, a);

Exercise 1

Why is the else not required in this function?
There is another potential base case for the array-sum example. To see it, think

about the sum of zero array elements. The sum of no array elements is 0, so we
can return 0 once we’ve processed the entire array. We again use i to keep track
of our position in the array; when it reaches n, we have added up all elements of
the array. This base case leads to:

int arraySum (int i, int n, int a[n]) {

if (i == n)

return 0;

return a[i] + arraySum (i + 1, n, a);

}

Exercise 2

Rather than moving left to right through the array, write a version of arraySum
that moves from right to left. You’ll be able to eliminate the i parameter, since
we can use the fact that the recursion terminates when n gets to value 0.
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Fact 2: Recursive Case Makes Progress toward

the Base Case

It’s important that your recursive case brings you closer to the base case. For
example, in the code above, notice how i gets closer and closer to n on each
recursive call. This is good, because the base case occurs when i reaches n. If our
recursive case decreased i rather than increasing it, we would get more and more
distant from our base case (not good!).

Confusion 1: First in, First Out

When a function makes more than one recursive call, be sure that you properly
think about calling and returning from the function. In particular, remember that
recursion follows a first-in, first-out principle; in other words, recursive calls of a
function must terminate before we can back up to earlier calls of the function.
Every time we make a recursive call, we put the previous function on hold until it
is completely finished.

Here is some code from lecture.

void recur (int i) {

if (i == 0) {

printf ("%d ", i);

return;

}

for (int j = 0; j < 2; j++)

recur (i - 1);

}

Here’s what happens when I call the function with recur (1):

1. i is initially 1. Let us refer to this call of the function as call A.

2. Since i is 1, the base case does not run, but the recursive case does

3. The recursive case consists of a loop that executes twice, for j having values
0 and 1.

4. The first time through the loop, we execute recur (0) (because i - 1

= 1 - 1 = 0). Let us refer to this function call as call B.

5. Call B starts with its i parameter having value 0. The base case therefore
runs, printing 0, and returning back to whoever made this function call.
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6. We’re now back in Call A, having just finished calling recur (0) the first
time through the loop. Therefore, the next thing that Call A does is call
recur (0) again, because of the second iteration of the loop. Let’s refer to
this next call of recur (0) as Call C.

7. Call C does the same thing as Call B, ultimately printing 0 and returning
back to Call A.

8. But now, Call A has nothing left to do. It has already gone through its
j loop twice, so it now terminates. Since Call A was the first call of the
function, there is no further recursion to undo, and so our trace is complete.

Notice how we completely executed the first recur (0) before returning back
to the call of recur (1) and executing the second recur (0).

We can picture this recursive process as a tree, as follows.

recur (1)

recur (0) recur (0)

Exercise 3

What is the output if we initially call recur as recur (2)? It might be helpful to
draw the tree of recursive calls. There will be more levels in the tree than in the
example above!

Exercise 4

Here is a recursive function.

void doSomething (int i) {

if (i == 0)

return;

doSomething (i-1);

printf ("%d\n", i);

doSomething (i-1);

}

What happens when called as doSomething (3)? I provide the tree of calls
below; make sure you can trace the function through each call and determine its
output! Keep in mind that each function call is making two recursive calls, but it
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is doing a printf between those two calls. So, trace the first call to its completion,
determine what the printf does, and then trace the second call to its completion
— do this on each function call.

doSomething (3)

doSomething (2) doSomething (2)

doSomething (1) doSomething (1) doSomething (1) doSomething (1)

doSomething (0) doSomething (0) doSomething (0) doSomething (0)

Observe that when we call recur (3), we’re calling recur (2), printing the
value 3, and then calling recur (2) again. You therefore know that the output
of recur (3) will be the result of recur (2), the number 3, and then another
copy of whatever recur (2) prints. You can apply this thinking on each recursive
level as well. For example, recur (2)’s output is the output from recur (1), the
number 2, and then that same output from recur (1).

Example 1: Generating All Permutations

Given n distinct letters, we can arrange them in n! ways. For example, if we have
three distinct letters A B C—, we can arrange them in 3*2*1 = 6 ways. Those
ways are: ABC, ACB, BAC, BCA, CAB, CBA.

Write a recursive function that prints all possible permutations of n distinct
letters. The function will take an array of n elements, and print the contents of
the array each time it represents a permutation.

Looking again at the permutations of A B C, we know that there are three
ways to choose the first letter. Therefore, there are three groups of permutations
that we must generate:

• Those that start with A

• Those that start with B

• Those that start with C

To generate the permutations that start with A, we move A to the beginning of
our list of characters, and then generate all permutations of B C. This is a smaller
version of our original problem, which we can solve recursively.

Once we have found all permutations that start with A, we want to find all
those that start with B. We proceed in the same way as above: we move B to
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the beginning of the list, and recursively generate all permutations of A C. We do
similarly to generate all permutations that start with C.

On each recursive call, our function must know which characters must be left
alone, and which characters must be permuted. For example, when finding per-
mutations that start with A, we want to leave A at the beginning and permute only
B C. We use parameter k to indicate that character k is the first character that we
can swap in order to find permutations.

Here is an outline of the algorithm:

• If k has value n, we have found a permutation. Print the contents of the
array.

• Otherwise, for each character at position k, k+1, ..., n

– Swap that character with the character at position k

– Generate all permutations of characters at position k+1, k + 2, . . .
, n

The base case here occurs when k has value n - 1. This corresponds to the
situation where the only characters we can permute are those with index at least
n - 1. Since this corresponds to a single character, there is only one way to
permute that character. When this happens, we have generated a complete per-
mutation, so we can print the contents of the array.

One last complication. When k has some value c, we will make a recursive
call with k having value c + 1. we cannot allow this k + 1 call to modify the
array that we see when it has finished. If we recursively call the function with
array [’A’, ’B’, ’C’], we must see the array as [’a’, ’b’, ’c’] when we
regain control. This will not automatically happen: recall that arrays are passed
as pointers, so they can be modified by function calls. We must make a copy of
the array and pass that on each recursive call we make.

Exercise 5

Based on the above description, implement the function

void permutations (int n, int a[n], int k)
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