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Instructions

Read once a day until April 2010. Then keep in backpack for good luck.
Here is an outline of the most important facts and confusions about arrays.

The exercises should be attempted as they are reached in the handout.

Confusion 1: Number of Array Elements

If I declare an array like this:

int a[5];

I am not allowed to do this:

a[5] = 8;

An array with five elements has elements at indices 0, 1, 2, 3, and 4. Trying to
access a[5] would be trying to access the sixth element of the array — and we’ve
only allocated five!

Fact 1: All Array Elements Have Addresses

Just like all regular variables have addresses, so does each element of an array.
Consider this array declaration:

int a[5];

C finds a contiguous chunk of memory that’s big enough for the entire array,
and allocates each array element in order. If we assume that an integer is 4 bytes,
C has to find a chunk of 5 ∗ 4 = 20 free bytes for the above array.
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Let’s say that C decides that array a is going to start at address 2293512. This
will be the address of the first array element; that is, &a[0] will be 2293512. If we
assume that integers take up four bytes, we can figure out the address of each of
the other array elements by continuing to add 4 to this value. For example, &a[1]
will be 2293516. We can see this in action if we write a program to print out the
addresses of each of the array’s elements:

#include <stdio.h>

int main (void) {

int i;

int a[5];

for (i = 0; i < 5; i++)

printf ("%d\n", &a[i]);

return 0;

}

Running this on my computer right now, I get the following output. Your
addresses will be different, but the important thing is that you understand how
each address after the first one is found.

2293512

2293516

2293520

2293524

2293528

Exercise 1: Size of Array

How many bytes are occupied by the following array?

int dan[18];

Fact 2: Array Elements must be Initialized

If we declare an integer variable, we know that we’d better initialize its value first,
before we use it. The following code is bad, because we are trying to add 5 to
whatever arbitrary value is currently in i:

int i;

i = i + 5; // Bad!
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The same thing holds for arrays. We cannot use an array value unless we’ve
initialized it first.

int b[4];

printf ("First element: %d\n", b[0]; // Bad!

Exercise 2: Accessing Array Elements

Is the following program accessing any initialized data?

int b[4];

b[2] = 8;

printf ("%d\n", b[2]);

How about this one — is it accessing any uninitialized data?

int b[4];

b[2] = 8;

printf ("%d\n", b[3]);

Confusion 2: Capacity vs. Usage

Just because we declare an array of a specific size, it does not mean that the whole
thing is always going to be used. Consider the following program that reads marks
from the user. It stores a maximum of ten marks, or fewer if they type -1 instead
of a valid mark. It then attempts to print out all of the marks they entered.

#include <stdio.h>

#define MAX_MARKS 10

int main (void) {

int nextMark, counter, i;

int marks[MAX_MARKS];

counter = 0;

do {

printf ("Enter a mark (0 to stop) ");

scanf ("%d", &nextMark);

if (nextMark != -1) {

marks[counter] = nextMark;

counter++;

}
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} while (nextMark != -1 && counter < MAX_MARKS);

printf ("OK! Here are all of the marks you entered.\n");

for (i = 0; i < MAX_MARKS; i++) // ouch!

printf ("%d ", marks[i]);

printf ("\n");

return 0;

}

If I run the program and enter less than ten marks, here’s the mess I get:

Enter a mark (0 to stop) 83

Enter a mark (0 to stop) 74

Enter a mark (0 to stop) 90

Enter a mark (0 to stop) 58

Enter a mark (0 to stop) -1

OK! Here are all of the marks you entered.

83 74 90 58 -1 1996250044 4200240 2293544 4200342 4200240

The problem? Take a look at the for-loop at the end of the program. It
assumes that the entire array is filled with valid data, but that might not be the
case. Rather than assuming that MAX_MARKS is the “top” of the array, we have to
use something else that takes into account the number of marks actually entered.

Exercise 3: Fix It!

Make a small change to the above for-loop so it prints only those marks that were
actually entered.

Fact 3: Array Names are Addresses

Consider the following program.

#include <stdio.h>

int main (void) {

int a[5];

printf ("Address of first element: %d\n", &a[0]);

printf ("Using array name: %d\n", a);

return 0;

}
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The output for me is as follows.

Address of first element: 2293516

Using array name: 2293516

Again, the actual address is unimportant. The important thing is the following.
The name of an array is a pointer to its first element.
So, &a[0] and a do the same thing: they both get you the address of an array’s

first element.

Fact 4: Pointers can Access Arrays

Check this out:

#include <stdio.h>

int main (void) {

int a[5];

a[0] = 8;

printf ("Value of first element: %d\n", a[0]);

printf ("Using array name: %d\n", *a);

return 0;

}

a is a pointer to the first element. We know how to get whatever a pointer
points at: use *. So, using *a gives us the value of the first array element.

By adding or subtracting integer k from a pointer that points to an element of
an array, we can move to the right or left in that array. Here we go:

#include <stdio.h>

int main (void) {

int a[5];

a[0] = 8;

a[1] = 123;

printf ("Value of second element: %d\n", a[1]);

printf ("Using array name: %d\n", *(a+1));

return 0;

}

Exercise 4: Pointers Accessing Arrays

Why do we say *(a + 1) rather than *a + 1? What would *a + 1 do?
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Confusion 3: Pointers into Arrays

We can create a pointer that points to any element of an array. As far as that
pointer is concerned, it thinks that it is pointing to the “base” of an array. It has
no idea that it is pointing at any element besides the first one. Let’s try:

#include <stdio.h>

int main (void) {

int a[5];

a[2] = 4321;

int *p;

p = a + 1; // p is pointing at a[1]!

*p = 18; // change a[1]!

printf ("Value of second element: %d\n", a[1]);

printf ("Using array name: %d\n", *(a+1));

printf ("Getting the value with p: %d\n", *p);

printf ("Using p again: %d\n", p[0]);

printf ("Getting a different element: %d\n", p[1]);

return 0;

}

The last printf is quite interesting. Remember that p points to a[1]. Think
of p as an alias for the array whose first value is a[1]. Thinking this way, p[0] is
an alias for a[1], and so p[1] must be an alias for a[2].

Exercise 4: Moving Backwards

Use p here to set the value of a[0].
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